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What is IBM Elastic Storage?
Branding is important. It sets the tone on how we perceive something, especially something new,
whether a car (e.g., Tesla), a food product (e.g., Lean Cuisine) or an electronics product (e.g., iPhone).
Many product names convey little by themselves, especially those based on numbers (such as the IBM
V7000 or DS8870, which are both models of storage arrays). Of course, you can sort this out by yourself
or pay someone to do it for you. That’s why the IBM Elastic Storage Server is different. Immediately,
the product name gives a good sense of what it is – storage that is able to grow (and contract, dynamically). It sounds oh-so simple, and that’s the way storage should be.
Maybe it should have been called “Simple Elastic Geographically-Independent Virtualized Safe
Fairly-Priced High-Performance Storage Solution”, as I will explain shortly, because that is what IBM
Elastic Storage Servers really are. Let’s decompose this into a few important concepts, with the following assumption: this is not a technical deep dive into how IBM Elastic Storage Servers or IBM Spectrum
Scale (the software-defined elastic storage solution inside) works. The purpose is to tell you what IBM
Elastic Storage Server is and why it may be important to you. Exhibit 1, on the next page, gives you a
quick rundown on the specs, but please read on for a more detailed description and explanation.
Simple
Simple does not mean stupid. Sure, you can dumb anything down to make the implementation and
operation simpler, but that just doesn’t cut it when you have a lot of very large data sets in multiple locations to manage and deliver on demand. Really, there are two faces of simple. For example, an autonomous (self-driving) vehicle is the paramount of simplicity on the outside (say, to the passenger). Of
course, what makes this possible is very complex on the inside and much of that is in the very intelligent
software that makes it all possible. My reference to “simple storage” is the first meaning – simple on
the outside to the people involved with and using the data. However, do not lose sight that it takes
a lot of sophistication on the inside to make this
happen and, at the same time, to perform well.
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Exhibit 1 – IBM Elastic Storage Server

Source: IBM

Elastic
You want storage that can expand (say, to
handle a greater than expected inflow of data
or unexpectedly long retention periods) or
contract (say when a project comes to an end)
to meet your needs and the needs of many
others – all in real time. As an analogy, you
don’t want to have to go the tailor repeatedly to
have your suit let out or, more disturbingly, to be
told that you need to buy a bigger size and get rid
of the one that you bought just last year.
Being able to grow incrementally without
having to toss out what you have in place
(unless you really want to) is the real goal.
In the world of disk storage, we have grown
very used to replacing disk storage components
every three-to-four years, primarily because the
cost of their maintenance is overwhelmingly
higher after the initial warranty period expires,
but also because storage technology continues to
improve, offering a truly lower total cost of ownership (TCO) and, probably, additional functionality. Being able to grow and improve storage
infrastructure transparently is a primary
objective, even as data sets age through their

lifecycle and storage devices are changed.

Geographically-Independent
Everyone who has any computing device –
from smartphone, to tablet, to laptop, to workstation, to local server to mainframe or something “sitting in the cloud” – knows about their
files (of one sort or another) and most have a
good idea of where those files are stored, sometimes out of necessity and other times reluctantly
because that’s the only way to access them. The
concept of and concern for storage location goes
back more than six decades when the data
always was presumed to be close to the server
that was using it. For IT and data center folks,
data locality always has been on our minds,
because the distance you (or your computers)
are from your data usually matters big time.1
This is driven by the laws of physics. For
many decades, the solution was to keep the data
nearby or to move it nearby before processing it.
1

For a detailed discussion of why distance matters, see Bringing "the Power" Closer to Home - Implications for Future
Storage Architectures in the November 12, 2012,
issue of
, which is available at
http://www.clipper.com/research/TCG2012026.pdf.
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In a simple world of not too long ago, everyone
wanting to share and use data was nearby, say on
the same physical campus, or presumed to be. In
addition, data collections tended to be modestly
sized, because Big Data analytics weren’t economically feasible. Very few of us live in that
world anymore, so the reality of users and data
being potentially separated by thousands of miles
or kilometers now is a normative storage
assumption.
What are the implications of geographically-distributed data and users? There are
many, but the predominant one is that distance really can matter, especially for very
large data sets, where very large can be measured in tens of gigabytes and much larger.
Consider this very common truth. If you
have terabytes or petabytes that you want to
access remotely, it often is faster to copy them to
one or more external hard drives or tape cartridges and physically transport it to someplace
near to the user. Moving it “down the wire” on
the spur of the moment (whether via Internet or
private network) tends to be time consuming or
expensive, and many times it is both.
IBM Elastic Storage solution removes the
need to know where the data is stored and, in
some ways, breaks the barriers of distance.
Sounds like the laws of physics are being broken,
doesn’t it? However, it is being done by changing the standard rules of operation. What does
that mean? Let’s go back to an earlier assumption that it is best to operate on nearby data,
because the laws of physics are less onerous
when data is nearby. So why move 10 terabytes
of data from New York to San Diego when you
can process the request (say a query or analysis)
involving that data on one or more servers near
where the data is stored and then return the much
smaller answer or results in short order?
That’s an important concept behind IBM
Elastic Storage solution. The enterprise storage paradigm is no longer just about housing,
keeping track of, protecting, and delivering
data blindly.2 It now is about using what is
stored to answer questions and deliver results
– in a meaningful time frame that tends to be
very short. That change of operational objective
alters everything. Location matters much less,
because you no longer need to move a fat wad of
data a long way down a constrained pipeline in
short order.

Also, redundant data (say, the same files
being stored at two or more potentially geographically-dispersed locations) has been the
source of many data quality problems, because
the data may have changed from the original version. You can’t be sure that you are working on
the latest information or, even worse, you know
that it is out-of-date. However, well-managed
redundant copies can be a solution to the problem of distance and the problem of a failure at
one of the locations. The key requirement here
is that changes and updates need to be done automatically (in the background) so that when
data is needed urgently, you don’t have to wait
for a copy to be updated or moved. This is a key
requirement for many of today’s mission-critical
business intelligence and real-time analytics
challenges. IBM’s Elastic Storage solutions
are designed to solve these problems.3

2

3
There’s more on how this is achieved in a later section.
4

Although just being able to do that with simplicity is a
significant accomplishment.

Virtualized
Storage has been virtualized for many decades in some environments. Today, virtualization is the basis for any simple-to-do storage
solution. The concept is not new, but there are
many new ways of doing it. Storage virtualization is about treating data logically, with the users and applications not having to worry about
the physical aspects (like exactly how and where
it is stored). What this means is that you do not
really care which SSD, disk, or tape houses your
data, or in which rack or array it sits, or even
where it is located geographically4. What you do
care about is the Quality of Service (QoS) that
you are getting (often measured in terms of performance and protection) and what it is costing
over a period of years. How it works should
not concern you, whether you are a user or an
IT professional. What you care about is how
well it works (satisfies your requirements).
A good analogy for the vast majority of us
who are not pilots is that when we travel by
plane we do not pay much (or any) attention to
the vehicle and its cockpit and propulsion technology. We trust that it safely will get us to
where we want to go (within reasonable variances) for what we are willing to pay. While we
still may be traveling physically (awaiting teleportation, of course), we have separated the
technical underbelly of flying from our perception and involvement. Most of the time, we just
get to our destination because someone else

Unless you try to move a lot of it, as described earlier.
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(usually, a lot of somebodies and a lot of
technology) has hidden the details from our purview. IBM’s Elastic Storage solution does this
in many clever and beneficial ways.

Safe
Being safe is about data protection, the
requirement, and not the methods being
deployed to do it. (We tend to forget that, as
data protection historically has been a manytentacled monster that can affect users and applications in undesirable ways.) All electronic and
mechanical technologies fail, for one reason or
another, sooner or later. Safety is about how we
prepare to handle that hopefully rare occurrence.
Protection happens at many levels, from files, to
media, to enclosures, to metro areas, and to
remote locations.
Most of us have trouble enough protecting
our personal files. Clearly, this isn’t something
that you want to do manually on an enterprise
scale. You need to be able to “set it and forget
it” and leave the doing to policy-driven automation. More specifically, you need to be able to
set the protection requirement (number of copies,
number of locations, time to recover, etc.) and let
technology make it happen without human
involvement.
IBM Elastic Storage solution’s protection
(and recovery) is policy driven. Just set it and
forget it, unless you want to be involved.
Fairly-Priced
What is “fairly priced” clearly is in the eyes
of the beholder. IBM Elastic Storage Servers
aren’t “cheap vanilla storage”, but it does give
a big bang for the buck (or Euro, etc.) for
those enterprises that value performance,
protection, reliability, etc., for a large amount
of mission-critical data.
A good example of this might be real-time
processing of credit applications. The approving
financial institution potentially needs data from
many sources (often from a universe of many
tens of millions of data points) in short order. If
the decision can’t be processed in about 30 seconds, the opportunity might be lost. That is a
high-value need that is more focused on the
“time to delivery” than storing the data at the
lowest cost per petabyte.
Additionally, IBM Elastic Storage Servers
may only make sense when the mission-critical
data is voluminous, because that is where the
product is targeted by its architecture and components.
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When looking at the total cost of ownership
(TCO), many factors are involved – some hardware, some software, some human and some
related to the data center, such as the space,
energy, and cooling required.
 All of the storage vendors build their solutions largely out of the same set of storage
parts.5 Much of the cost of the hardware is
for the storage devices (primarily SSDs, rotating disks, and tape today) and the controllers
(the hardware and software that manage
them).
Yes, there are differences but,
remember, you are buying QoS and not
components, and that has much to do with
how cleverly the hardware assets are used
within the solution’s architecture. Additionally, the way in which the storage solution
grows in capacity is very important. You
want to be able to grow your storage solution in incremental ways – say, as your
needs grow – rather than needing to do
wholesale (forklift) replacements as technology evolves.
 What you probably want is the lowest-cost
solution (probably as measured on a costper-TB basis) that satisfies your requirements. “Satisfies your requirements” is the
most important part of the last sentence.
While hardware might influence what you pay
to acquire and maintain the technology, often
it is a small part of the total cost of ownership
for the solution. These days, software costs
tend to trump hardware costs, which then in
turn are trumped by human (IT administrative)
costs, which can be trumped big-time by lost
business opportunities. Once again, I remind
you that you are buying required QoS delivery
to satisfy a large-scale mission-critical problem. While this, without a doubt, is influenced
by the hardware inside (more on this later), it
is in the clever ways that the hardware is
used that you will find what you are seeking, which is satisfaction of exceptional QoS
requirements.
 Software is where a lot of the proprietary
“magic” and cleverness resides. This may
include storage virtualization, storage device
5

Because of this, the focus at IBM and elsewhere has shifted
to Software-Defined Storage and away from the underlying
hardware, which typically can come from a variety of sources.
Increasingly, storage software is being sold independently of
the hardware on which it runs. For a tutorial on SoftwareDefined Storage, see the February 25, 2015, issue of
entitled Simplifying the Storage Management
with Software-Defined Storage, which is available at
http://www.clipper.com/research/TCG2015003.pdf
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and environmental management, protection
(replication, backup and recovery, among
others) and, increasingly, the data analytics
applications that are being used to turn data
into answers and decisions. Do pay close
attention to how the one-time and continuing costs for storage software rise as the
data volume scales.
 At the end of the day, the most expensive
component in your storage solution may be
the people managing it. This is especially
true for mission-critical solutions. As indicated earlier, you need to rely on policy-driven
automation to allow these scarce resources to
make it happen without constant tending and
manipulation.
Please don’t ignore the
administrative costs of managing your mission-critical storage solution.
 While data center floor space, energy, and
cooling costs are important budgetary factors, similar capacities of storage tend to
consume similar amounts of each of these
resources. This is because the quantity of
rotating disk drives – the most significant
environmental factor – tends to be similar in
type and quantity for solutions delivering similar qualities of service. The big exception is
when you can mix tape into your solution, as it
bests disks on these determinants as well as
costs, all on a per terabyte stored basis.6 In the
end, these data center factors tend to be a
small percentage of the TCO.
In summary on TCO, don’t limit your thinking to traditional (hardware) storage costs.
Your stored data collections now are answers
waiting to be found.
IBM Elastic Storage provides good news for
each of the aspects bulleted above. Exactly how
will be explained shortly.

High-Performance
If time-to-delivery (of an answer or result)
isn’t the dominant requirement in what you
seek for your large-scale storage solution,
then maybe you don’t need a high-performance storage solution. This tends to be a
“black or white” kind of determinant. In an era
of Big Data and the need for speedy analytics
and complex computations (that deliver answers
or results), high-performance tends to trump the
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TCO of the needed petabytes of storage. It’s
hard enough to manage and deliver a large
amount of data that is growing by leaps and
bounds. If you have to deliver data at high
speed, you should start your search with this
requirement.
IBM Elastic Storage Servers are a highperformance solution designed to shorten the
time-to-delivery of answers and results.

A Solution
The days of wanting to be an assembler of
enterprise storage solutions has passed for
most enterprises. The do-it-yourself model
may still work for a few of the supersized enterprises, but they too understand the challenges
and pains of being the integrator. More than
anything else, you want a working, sustainable storage solution that can grow and change
as your requirements change.
IBM Elastic Storage is a solution to a
broad set of enterprise needs and operational
problems. While you are about to take a look
under the hood and peak at the technology
inside, don’t lose sight of the primary objective,
which is an enterprise storage solution.
Looking Under the Hood
While the hardware is important to IBM
Elastic Storage solutions and differentiates it in
many ways from alternatives (other IBM storage
offerings and those from competing vendors),
the hardware should not be the main
attraction. Nonetheless, let’s start here because it
still helps define how the solution works and
what storage services are delivered.
Finding the Right Mix of Storage Types
The storage device world seems to be bifurcating into two modes: high-speed and not-sofast, but there is a continuum here and not just
devices at the extremes. RAM is faster than
SSDs (or flash memory) attached via a memory
bus (such as IBM’s CAPI port7 on IBM Power
Systems servers), which is faster than SSDs that
sit outboard (say, in another box, like an external
array). All of these can be used to accelerate
slower media when used as local cache because
each is much higher performing than rotating
disks and tape, which are slower, by definition,
7

6

For more about the TCO of disks versus tape, see The
Clipper Group Calculator dated May 13, 2013, entitled
Revisiting the Search for Long-Term Storage - A TCO
Analysis of Tape and Disk, which is available at
http://www.clipper.com/research/TCG2013009.pdf.

The Coherent Accelerator Processor Interface (CAPI) is
layered on top of PCI Express 3.0 and is used to connect auxiliary specialized processors, such as GPUs, ASICs and
FPGAs, to the same memory address space as the CPU,
resulting in accelerated performance. Currently, IBM’s Elastic Storage Servers have, but do not use, this capability.
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Exhibit 2 – IBM Elastic Storage Server GL Models for High Capacity

Source: IBM

but also less costly.
Doing more for less always is the name of
the game. This is where the cleverness of the
solution often comes into play. In the end, it is
a wise balancing of using premium-priced
components when they contribute heavily to
meeting mission-critical requirements and
more mundane (and lower-priced) components when it doesn’t impact the result.
This is a good way to describe IBM Elastic
Storage Servers. The details follow.
IBM Elastic Storage Servers
In simple terms, IBM Elastic Storage
Servers look more like a collection of powerful servers than traditional storage arrays.8
The main building blocks are high-performance
Power Systems servers with a lot of processing
power (two POWER8 processors9, each with 10
cores), accelerated by lots of RAM and SSDs,

and with many storage slots that will accommodate a broad range of storage devices, both SFF
and LFF10. For clarity, let’s call these physical
amalgamations storage enclosures.
IBM Elastic Storage Servers scale by
increasing the number of storage enclosures.
One or more of these storage enclosures are delivered in a stack, along with a pair of management servers – one for managing the storage
across the stacks in the cluster and the other for
monitoring the health of the storage solution
across a related cluster of storage enclosures.11
A delivered stack of storage enclosures and
management servers constitute a storage node.
IBM offers seven models of Elastic Storage
Server nodes, as shown in Exhibit 2 above and
Exhibit 3 on the next page. These nodes are
divided into two families:
 The Model GL family – optimized for
high-capacity requirements

8

This is typical of Software-Defined Storage solutions.
However, the hardware in IBM Elastic Server has been selected to make it more performant and with more capacity than an
average server.
9
For more about POWER8, see The Clipper Group
Navigator dated May 13, 2014, entitled IBM Opens Power
Systems to a Much Broader Audience with More Performant
and Cost-Effective POWER8 Servers, which is available at
http://www.clipper.com/research/TCG2014012.pdf.

10

SFF=Small Form Factor (2.5”) and LFF=Large Form
Factor (3.5”). In IBM Elastic Storage Servers, the highperformance models use SFF and the high-capacity models
use LFF.
11
If you have only one IBM Elastic Storage Server, think of it
is a “cluster of one”. The key point here is that you only need
one pair of management servers for all of the storage enclosures in the cluster.
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Exhibit 3 –IBM Elastic Storage Server GS Models for High Performance

Source: IBM

 The Model GS family – optimized for
high-performance requirements
This is how IBM describes the families. However, don’t let the focus on high-capacity
requirements of the Model GL family diminish
what was said earlier about IBM Elastic Storage
Servers being a high-performance solution. The
difference between Models GL and GS may be
described as the first being for high-performance,
very large capacity requirements and the second
being for extreme-performance on more modest
capacities. You’ll see this more clearly as the
details are unveiled.
IBM Elastic Storage Server’s architecture is
scale-out, meaning that the solution expands its
capacity and enhances its performance characteristics by adding more storage enclosures to a
node (up to a full standard rack) and then by adding more nodes into what becomes a cluster of
nodes that are managed collectively via the two
management servers in the first node. Thus, as
your capacity and performance needs grow, you
can continue to grow the cluster “elastically”. In
addition, new storage is discovered automatically
and then added to the appropriate pool(s), which
immediately goes to work to balance the placement of data within the storage enclosures in the
cluster of node being managed together. This is

done by policy rules.
Model GL Family – for High Capacity

There are three offerings in the high-capacity
Model GL family. The GL2, GL4, and GL6
nodes house from 116-to-348 2TB, 4TB, or 6TB
nearline 3.5-inch SAS drives in two, four, or six
storage enclosures (as shown in Exhibit 2 on the
previous page). Each Model GL node optionally
can have two SSDs that serve as I/O accelerators
for the rotating drives. The Model GL family
delivers up to 20+ GB/second of throughput. Do
note that the throughput grows as the number of
storage enclosures increases, because data can be
striped across more drives, which creates additional parallelism12.
Model GS Family – for High Performance

There are four offerings in the high-performance Model GS family. Each is intended to
hit a specific sweet spot.
 Model GS1 contains 24 high-performance 2.5inch SSDs, either 400GB or 800GB. This can
deliver up to 6 gigabits/second of throughput.
 Models GS2 and GS4 contain either 48 or 96
drive slots. These slots can be filled entirely
12

Because more drives each are fetching and forwarding less
data from each drive (in parallel).
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with 400GB/800GB SSDs or just two SSDs
and the rest with 1.2TB 10,000RPM SAS
drives13. Among the all-SSD versions, the
GS2 can deliver up to 12 GB/second of
throughput and the GS4 can deliver up to 19+
GB/second of throughput. Among the rotating
disks versions, the GS2 can deliver up to 3+
GB/second of throughput and the GS4 can deliver up to 6+ GB/second of throughput.
 Model GS6 contains two SSDs and 142 1.2TB
10,000RPM SAS drives. Because of the large
number of rotating drives and enhanced networking, it can deliver up to 9+ GB/second of
throughput.14
IBM Elastic Storage Offers Many Choices

IBM Elastic Storage Server models (nodes)
give you a broad range of choices, from smaller
to very big and from lower cost/higher capacity
to high performance. While we all would like to
have the highest performance at the lowest cost,
that is an oxymoron. However, the right mix of
IBM Elastic Storage nodes can deliver something in between. By carefully matching your
actual data ingestion and retrieval requirements
to the appropriate models (GS models, and if
necessary, only containing SSDs), you then can
add a lot of lower-cost GL models to handle data
that is to be used less frequently or can be
retrieved more modestly (in terms of access
time). The GS6 also provides an in-between
moderately-performant solution without the high
cost of going with all SSDs. Finding the right
mix of nodes will bring down the average cost of
storing a TB or PB. Remember that even when
you file something away on the slowest disk
drives offered, retrieval of a large data set may
be only seconds away.
IBM Elastic Storage Servers Even Handle Files
on Tape

IBM and others are offering “files on tape”
via LTFS (Linear Tape File System), which
allows the storage and retrieval of files on LTFSformatted tape cartridges15, including the use of
file management software to access a large col13

These 10K RPM SAS drives are about 40-50% faster than
the 7.2K RPM ones used in the GL family.
14
On special order, the GS6 can be configured with all SSDs.
15
IBM’s enterprise-class tape libraries support and manage
LTFS on both “open drives” (the latest is for LTO-6 drives
and cartridges) and “enterprise-class” (also called “proprietary” drives and cartridges). For more on the advantages of
each, see Enterprise Tape for Archival Storage? - Why This
Just Might Make Sense (Updated) in the September 12, 2013,
issue of
, available at
http://www.clipper.com/research/TCG2013018.pdf.
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lection of LTFS cartridges in automated tape
libraries.16 Users’ operating system and applications aren’t aware that a file is on tape, as what is
presented looks like a file system (because it is).
The users and applications just have to be willing
to wait a little longer to get it. In reality, tape
often is just a little slower than direct access to
nearline SAS disks (several-to-many seconds
instead of a second or a fraction thereof) and
may even be faster, when very large files are
involved (because tape can stream data faster
than rotating disks, once it gets going).17
POWER8 Inside

Earlier, I remarked how a clever solution uses premium components when they will make a
difference. IBM’s Power Systems architecture
with POWER8 processors makes IBM Elastic
Storage Server’s storage enclosures different
than other vendor’s storage solutions based on
x86 servers. In essence, these enclosures are
souped up (in terms of performance and storage
capacity) Power Systems servers. IBM benchmarks indicate that POWER8 servers outperform
servers containing many more X86 cores. (See
Exhibit 4 at the top of the next page.)
IBM Elastic Storage Server can do more and
move more data. Because IBM Elastic Storage
Servers each contain two processors with a total
of 20 POWER8 cores, there is a lot of horsepower available to make this the high-performance solution that you may be seeking and
better than other solutions running IBM Spectrum Scale (GPFS) software on x86 servers.
(More on IBM Spectrum Scale coming shortly.)
Networking Options

Networking choices for IBM Elastic Storage
are many, including 10 Gb Ethernet, 40 Gb
Ethernet, and FDR18 InfiniBand. Do notice the
absence of Fibre Channel-based protocols. Serial-Attached Storage (SAS) is the protocol used
to access the many internal disks (both SSD and
rotating). SAS is an example of a good-enough
(mundane) technology. Because of the way that
IBM Elastic Storage Servers manage data on
disks, the result is high-performance without
more costly storage networking protocols.
16

For IBM TS3500 and TS4500 tape libraries (with TS1060
(LTO-6) and TS-1150 drives and LTFS-enabled cartridges,
this file-on-tape management is done via IBM Spectrum
Archive Enterprise Edition, which runs on an x86 server.
17
For many uses, it isn’t the access time to the first byte that
counts, but the time until the entire file is loaded and ready to
use.
18
FDR=Fourteen Data Rate (over 14 gigabits/second).
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Exhibit 4 – Superior Performance with POWER8 Systems

Source: IBM

All about Files

Today, IBM Elastic Storage is about files. It
runs NSD and cNFS protocols and represents
everything in a single name space (assuming that
this is the way you want to go). In the near
future, we expect objects to be managed as well.
Not Do-It-Yourself Tiering

You might be thinking, “my requirements
are very fluid, because the files that are hot one
week may not be used often or at all a week or
two later”, or “while all of these tiers with different performance characteristics and costs are
nice, I don’t want to have to keep manually moving files to the best tier for the present circumstances.” As you will see shortly, you can drive
all of this movement by policies that you set and
let the IBM Elastic Storage do most (if not all) of
the managing and moving for you.
IBM Spectrum Scale – Policy Driven Storage
Automation

If there is a “secret sauce” to the IBM Elastic
Storage Server, it is the software that provides a
single name space (or several, if that is what you
want) across many storage devices and manages
the placement of files on the right storage tier,
protection against data loss, and more. IBM

Spectrum Scale is a software-defined storage
solution for just that.19 Until recently, this product was named GPFS (General Parallel File
System)20, which has been running for many
years on both Intel and Power Systems servers,
primarily for high-performance and technical
computing applications. IBM Spectrum Scale is
where most of IBM Elastic Storage Servers’
“magic” resides.
In simple terms, IBM Spectrum Scale presents and manages the single name space within
the IBM Elastic Storage Server enclosures, within the racks (nodes), across the racks, in LTFS
tape libraries21, and across geographies. It
removes data-related bottlenecks by providing
parallel access to data, eliminating single filer
choke points or hot spots across many drives in
19

IBM Spectrum Scale is available on servers (e.g., the different models of the IBM Elastic Storage Server), as a software-only solution (put it on your own server), and as a delivered IBM Cloud service.
20
And the IBM Elastic Storage Server was called the GPFS
Storage Server (or GSS). IBM recently renamed all of its
many software-defined storage solutions under the broad
“IBM Spectrum” brand.
21
With the help of IBM Spectrum Archive Enterprise
Edition.
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many storage enclosures. IBM Spectrum Scale
also simplifies data management at scale by
providing a single namespace that can be scaled
simply, quickly, and infinitely by simply adding
more scale-out resources (nodes) – eliminating
commonplace challenges like “filer sprawl” and
its associated headaches.
Spectrum Scale tries to anticipate what data
is needed and where (based on administrative
input, usage and data flows, and new requests)
and manages the replication within and across
nodes, which provides protection and acceleration. It also manages what is stored at which tier
(as driven by administrative policy or administrator action).
Spectrum Scale provides storage management and protection via Spectrum Scale Native
RAID, which is software that runs on the POWER8 processors in each IBM Elastic Storage
enclosure22. Data is striped redundantly across
the many drives within the enclosure, within the
node, and across the cluster. If a drive fails, it
barely will be noticed while waiting to be replaced and returned to service. Further protection of a data element (think “file”) is possible by
replication across geographies, which can bring
the data closer to users (all without human
involvement, of course). I’ll spare you the technical details, for now. All of this satisfies the
“Safe” requirement expressed earlier and this is
done without using clunky RAID hardware.
Can Be Part of a Larger Solution

Some applications, like IBM’s highperformance Data Engine for Analytics, work in
tandem with IBM Elastic Storage Servers.
Heavy-duty processing (analytics or other) is
done on these devices and the data is provided
by outboard requests to the IBM Elastic Storage
Servers, which are connected via high-speed
networking.
Is This Expensive?

You might be thinking (again), “How can
this be reasonably priced, when there are a lot
of working parts to the IBM Elastic Storage
solution?” This is where you need to look to the
value delivered by applications and data, the
roles that time plays in your business equations
(time very often is a monetized parameter), and
your ability to keep up with the growth of data
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and access to it (both financially and in terms of
the demands for administrative support, floor
space, and energy, etc.). IBM believes that this
solution is competitively priced against the alternatives, especially those also running IBM Spectrum Scale. However, do not lose sight of the
fact that IBM Elastic Storage Servers are, first
and foremost, a high-performance storage solution (for those who want to reduce the time
needed for results to be delivered from very large
data collections).
The bottom line here is that you have a lot of
choices. IBM says that many buyers are starting
with the Model GS1 (cost is in the low six figures, in U.S. Dollars) as a good way to “kick the
tires” and to get a sense of what the highest performance might do for mission-critical enterprise
and analytics applications. After a while, your
policies on how to deploy these new storage tiers
will evolve, as will where and how IBM Spectrum Scale tends to place the data automatically
– as it does its tiering magic based upon the actual demands for data (if you set up the policies
to allow the migration to be automated by the
rules-based engines that also include policies for
file creation, aging, disk use, and deletion23).

Conclusion
IBM Elastic Storage isn’t the only singlename file space game in town, but it seems to be
the heavy-duty one that is worthy of your close
inspection, especially if you are looking for a
Simple Elastic Geographically-Independent Virtualized Safe Fairly-Priced High-Performance
Storage Solution and desiring to enable global
sharing and collaboration with
a healthy dose of data lifecycle management. If you aren’t
stuck in the past with outdated
presumptions, do check out
IBM Elastic Storage Servers
as soon as you can. At least
the descriptive name will help
you explain it to your boss,
CxO, or board of directors.
SM

22

Formerly, this was called GPFS Native RAID. This is declustered 8+2 or 8+3 RAID-6, where 8 drives are kept consistent and safe by two or three parity drives. These drives do
not need to be in the same enclosure, which is why they are
said to be declustered.

23

These can include policies based on ownership and file
type.
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